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Connect with Mouser

Adaptable. Intelligent. 

Never were these words more powerfully 

relevant. The world is quickly transforming 

and success is not assured if one is not 

able to adapt. Intelligence, the ability to 

obtain knowledge and employ skills that 

result from learning, is required to make 

the requisite adaptation and react with 

speed in a highly complex and dynamically 

changing situational context. The world of 

the future will see everything as intelligent 

and connected, and it will be deployed 

on a global scale. Rapid innovation driven 

by dynamic needs will fuel continuous 

change. There is an opportunity to design 

and deliver the most dynamic computing 

technology in the industry. There is 

currently a technological need to develop 

highly flexible and adaptive computing 

platforms that enable rapid innovation 

across various technologies—from the 

cloud to the edge, to the endpoint. The 

creation of scalable and differentiated 

solutions will help the adaptable, 

intelligent, and connected world of  

the future. 

Xilinx is the leading provider of adaptive 

computing solutions. It is committed to 

developing the world’s most flexible and 

adaptive processing platforms that enable 

rapid transformation through innovation 

across various technologies. Specializing 

in programmable logic devices, Xilinx is the 

semiconductor company that invented the 

Field Programmable Gate Array (FPGA), 

the hardware programmable System on 

Chip (SoC), and the Adaptive Compute 

Acceleration Platform (ACAP). 

In this eBook, Xilinx and Mouser 

Electronics will introduce you to the Zynq 

UltraScale+ RFSoC. It is the industry’s only 

single-chip adaptable radio platform now 

extended to full Sub-6GHz support. Zynq 

UltraScale+ RFSoCs integrate RF data 

converters into an all SoC architecture. 

The Zynq UltraScale+ RFSoC portfolio 

delivers the right platform for analog, 

digital, and embedded design, simplifying 

calibration and synchronization along 

the signal chain. The multi-generation 

portfolio features a breadth of devices 

with varying direct RF performance to 

meet a diverse spectrum of needs and 

use cases. Complete with an Arm® 

Cortex®-A53 processing subsystem, 

UltraScale+ programmable logic, and 

the highest signal processing bandwidth 

in a Zynq UltraScale+ device, this family 

provides a comprehensive RF signal 

chain for wireless, cable access, test and 

measurement, early warning/RADAR, and 

other high-performance RF applications.

RFSoC platforms provide adaptation and 

intelligence for the needs of tomorrow. 

They facilitate the rapidly deploying end-

to-end 5G mobile network architectures 

by providing wireless backhaul RFSoC via 

an all-in-one solution. RFSoC platforms 

are also well suited to handle faster time-

to-mission in response to new threats for 

programmable applications in aerospace 

and defense applications. RFSoC enables 

usage of the same module in different 

adaptive RADAR applications, allowing 

them to change with new requirements 

that promote rapid development with 

best-in-class size, weight, and power 

(SWaP).

Xilinx believes in you–the design engineer, 

forward-thinking innovators, progressive 

change agents, and keen builders–to 

develop the next breakthrough idea. Xilinx 

is the platform on which your inventions 

become real. We will get you to market 

faster, help you stay competitive in an 

ever-changing world, and keep you at the 

forefront of your industry. Come in and 

learn how Xilinx’s unique RFSoC platform 

will not only endure, but thrive, in the era 

of adaptive intelligence.

Thank you to Adiuvo Engineering & 

Training, Ltd. for their contributions to  

this eBook.

By Paul Golata 
Mouser Electronics

FOREWORD

| 3 |



A high-performance single-chip radio frequency (RF) platform 
enables RF solution providers to implement the smaller, low-
power high-performance solutions demanded for many RF 
solutions.  RADAR, 5G, and satellite communications are three 
such examples. The Xilinx® Radio Frequency System-on-Chip 
(RFSoC) is unique. It provides system developers with multi-
giga-sample analog-to-digital and digital-to-analog converters. 

It also gives them high-performance programmable logic 
closely coupled with a processing system containing 
application and real-time processors. This fusion of high-
speed, mixed-signal, truly parallel logic, and high-performance 
computing platform enables solution developers to create 
tightly integrated, high-performance, low-power solutions 
(Figure 1). 
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RFSoC Single-Chip Adaptable Radio Platform

Figure 1:  Xilinx RFSoC system block diagram. (Source: Xilinx).
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Figure 2:  RFSoC RF-ADC. (Source: Xilinx) 

Bene�ts of a Single-Chip Solution  

The traditional approach to tighter integration is the 
combination of multi-giga-sample ADCs and DACs with 
a field-programmable gate array (FPGA). This approach 
allows the FPGA to implement the ADC/DAC interfaces 
and signal processing pipeline. However, such an 
approach requires significant board space to implement 
the FPGA and its supporting peripherals and the analog 
front end containing the DAC and ADC. To address the 
increased operating RF-bandwidths, many data convertors 
implement interfaces that use JESD204B. These multi-
gigabit serial link interfaces bring with them multiple 
issues in the design. JESD204B interconnects take FPGA 
resources and increase the solution’s power dissipation. 
These JESD204B serial links also consume significant  
PCB areas to route multiple serial links and observe  
these high-speed links’ signal integrity requirements.  
This distributed solution, therefore, presents an increased 
power dissipation that typical high-performance ADCs 
might require 2.25W. At the same time, DACs would 
require 1.75W in addition to the power dissipation of 
the JESD204B transceivers. This increases the board 
space required and increases the overall solution’s power 
dissipation, thereby adversely impacting the size, weight, 
power, and cost (SWaP-C). The additional steps required 
to design the solution increases the time for development. 
This, therefore, increases the non-recurring engineering 
(NRE) and development costs and manufacturing, and  
bill of material costs.

The RFSoC is a disruptive technology, which for the first 
time, creates a monolithic SoC that integrates the multi-
giga-sample ADCs and DACs within the same silicon. 
Along with the ADCs and DACs, the SoC also contains a 
processing system and programmable logic. This creates a 
tightly integrated solution, providing a significantly reduced 

footprint and power dissipation, typically in a 50 percent 
to 75 percent reduction range. Integration of ADCs and 
DACs is not sufficient on its own to address the challenges 
presented by many RADAR systems. Let us look in-depth 
at the RFSoC and explore the capabilities it offers the RF 
system developer. 

RF Data Converters

At the heart of an RFSoC is transmitting and directly 
receiving RF signals using the RF-ADCs and RF-DACs. 
Depending upon the generation of RFSoC, three 
generations of converters provide bandwidths of 4GHz, 
5GHz, or 6GHz. These RF converters can be sampled at 
up to 5GSPS for the RF-ADC and 10GSPS for RF-DAC. 
This wide bandwidth combined with high sample rates 
allows direct sampling of L, S, C, and partial X band by 
leveraging the different first and second Nyquist zones.

However, being able to sample the analog signal is the 
only aspect of converting and working with the received 
RF signal. The RF data converter block with the RFSoC 
offers several additional processing elements that can be 
leveraged by the designer to process the RF signal. 

The RF-ADC can be split into two distinct elements. 
The first element is the analog front end, which takes a 
differential analog input and converts the analog signal into 
a corresponding digital value. Following the analog value 
conversion to a digital representation is the digital element 
of the RF-ADC. This digital element contains thresholding, 
Quadrature Modular Correction (QMC), Digital Down 
Converter (DDC), Mixer and Numerically Controlled 
Oscillator (NCO), and decimation features. The output  
from the RF-ADC to the programmable logic is a  
128-bit AXI Stream. 
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SD-FEC 

No communication link is perfect, and as such, corruption 
can occur because of noise or unreliable connections. If no 
error correction is deployed, a corrupted packet is received 
each time it must be re-transmitted. Implementing this 
forward error correction enables the receiver to be able to 
correct for any corruption in transmission.

To enable RFSoC communication links to implement FEC 
solutions, the RFSoC implements a Soft Decision-Forward 
Error Correction (SD-FEC) as hard macros within the 
programmable logic. Implementing the SD-FEC as a hard 
macro in the programmable logic provides the developer 
with significant advantages over an implementation using 
programmable logic. A hard-macro implementation 
enables a substantial power reduction and frees the 
programmable logic resources to implement the system-
level algorithms.

Within the RFSoC, SD-FEC implementations are controlled 
using AXI-Lite with data input and output using AXI 
Streams. This enables the SD-FEC to be easily integrated 
with the RF data converters and custom-developed 
algorithms.

Programmable Logic

Signal processing and signal generation algorithms will 
be implemented within the programmable logic. The 
creation of signal processing and generation algorithms 
can leverage the Xilinx IP library, especially when the 
design is implemented using the IP integrator within the 
Vivado® Design Suite. These IP library components include 
filters, discrete Fourier transform (DFT) and fast Fourier 
transform (FTT), along with modulation components. If 
the required functionality is not available, the developer 
can implement their solution using either a pure Register 
Transfer Level (RTL) or increasingly high-level synthesis 
(HLS). HLS enables the developer to implement algorithms 
and functions in programmable logic defined in C or C++. 
High-level synthesis allows the developer to benefit from 
the increased verification time using C simulations, which 
are untimed, unlike RTL. This ability to simulate at a higher 
level, along with the productivity provided by developing 
in a higher-level language, can significantly reduce 
development time and increase portability. 

To support the RTL and HDL functions’ implementations, 
the programmable logic provides several resources in 
addition to the traditional Look Up Table (LUTS) and 
Flip Flops. This includes the DSP48 elements used 
to implement multiplication and multiply-accumulate 
operations. The ability to store samples or waveforms is 

also crucial in both the signal processing and generation 

chain. Both Block RAM and UltraRAM provide storage 

elements. Block RAM is smaller and more configurable, 

while UltraRAM is extensive and enables the storage of a 

significant number of samples. 

The programmable logic can also support high-bandwidth 

I/O, enabling the RFSoC to connect to the wider external 

world using Interlaken, 100G Ethernet, 33G SerDes, or 

PCIe Gen 4. Such interfacing capabilities enable the high-

bandwidth data required and generated by the RFSoC to 

be effectively moved on and off the chip.

Processing System 

Such a complex RF and programmable logic solution 

requires tightly coupled sequential control. This is 

provided within the RFSoC by the processing system. The 

processing system is a complex heterogeneous system 

on its own. It contains three diverse processor types, with 

the main element being the Application Processing Unit 

(APU), which includes 64-bit quad-core Arm® Cortex®-A53 

processors. The APU is intended to run embedded Linux 

Xilinx Zynq® UltraScale+™ RFSoC ZCU111 
Evaluation Kit

Xilinx Zynq® UltraScale+™ RFSoC 
ZCU216 ES1 Evaluation Kit

Learn more >

Learn more >Learn more >

https://www.mouser.com/new/xilinx/xilinx-zynq-ultrascale-zcu111-eval-kit/
https://www.mouser.com/new/xilinx/xilinx-zcu216-kit/
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applications, which provides network communication, 

high-level algorithms, and system management. In 

addition to the APU, the processor system also provides 

a real-time processing unit (RPU), which contains 32-

bit dual-core Arm® Cortex®-R5 processors. The RPU 

is intended to implement real-time control functionality 

designed with ISO2262 and IEC61508 certification in 

mind. The final processor in the processing system is the 

Platform Management Unit (PMU). The PMU manages 

the processor system and especially the inter-processor 

interrupts and power management.  

Communication between the processing system 

and the programmable logic uses high-performance 

AXI connections. These connections enable high-

speed transfers between the processing system and 

programmable logic using direct memory access. 

The processing system also includes interfaces that can 

be found in traditional embedded system developments 

to enable connectivity with a range of external systems. 

These interfaces can be classified as low-speed interfaces 

such as I2C, Universal Asynchronous Receiver/Transmitter 

(UART), Serial Peripheral Interface (SPI), and Controller 

Area Network (CAN), and high-speed interfaces such 

as Gigabit Ethernet (GigE), Serial Advanced Technology 

Attachment (SATA), and peripheral component 

interconnect express (PCIe). This allows the RFSoC to  

be easily integrated with the surrounding elements of  

the system.

Development Ecosystem

As expected, the development ecosystem for a single-chip 

radio is comprehensive and covers four main tools. Each 

tool enables the developer to create an element of the 

overall solution. 

The lowest level of the technology stack is Vivado. Vivado 

enables us to capture designs using VHDL or Verilog, and 

synthesize the HDL design to the target device before 

placing and routing, and generating the programming file.

At the heart of Vivado is the IP integrator, which enables 

designers to capture designs quickly and easily using IP 

Xilinx Zynq® UltraScale™ RFSoC  
ZCU1275 Characterization Kit

Xilinx Zynq® UltraScale+™ RFSoC  
ZCU208 ES1 Evaluation Kit

Learn more >

Learn more >

Xilinx PRODUCT SPOTLIGHT

XILINX ZYNQ®  
ULTRASCALE+™ MPSOC 
ZCU102 EVALUATION KIT

s

Learn more >

ZCU102 
Evaluation Kit

https://www.mouser.com/new/xilinx/xilinx-ck-u1-zcu1275-g-characterization-kit/
https://www.mouser.com/new/xilinx/xilinx-zynq-ultrascale-rfsoc-zcu208-kit/
https://www.mouser.com/video/?videoId=6138047406001
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provided by Xilinx, third parties, or custom developed. 
This IP can be defined using HDL. Alternatively, a higher-
level approach can be used with Vitis™ HLS, enabling the 
development of IP blocks using C and C++. IP integrator 
is especially useful for developing the RFSoC systems and 
configuring the data convertors and SD-FEC instantiations.

Although implementation is Vivado’s focus, it offers a 
complete development ecosystem and provides several 
different capabilities, such as simulation and chip 
debugging, which aid the overall programmable logic 
development. 

Building upon the hardware and system configuration 
is Vitis, which is a unified software environment that 
enables the development of software applications. These 
applications can be developed for either a bare-metal 
solution or embedded Linux solution. If developed for an 
embedded Linux solution, it is possible to use OpenCL 
and high-level synthesis to accelerate the processing 
system’s functions into the programmable logic.  

Creating the embedded Linux operating system used for 
Vitis accelerations and embedded Linux applications is the 
role of PetaLinux. PetaLinux is a Yocto-based build tool 
that enables the hardware configuration from Vivado to be 
used to tailor an embedded Linux solution. 

The highest layer of the stack is Vitis AI, which accelerates 
artificial intelligence (AI) algorithms defined in Caffe, 
TensorFlow, and PyTorch using programmable logic. This 
allows the system developers to implement RF-based AI 
systems that analyze and classify signals, for example.

Xilinx Zynq® UltraScale+™ MPSoC  
ZCU102 Evaluation Kit

Learn more >

Xilinx PRODUCT SPOTLIGHT

XILINX ZYNQ® 
ULTRASCALE+™ MPSOC 
MULTIPROCESSORS

s

The RFSoC provides developers with the ability to 

implement tightly integrated high-performance RF 

systems. The device’s capabilities can be unlocked 

by its supporting development ecosystem, enabling 

the RFSoC to be deployed across various solutions.

CONCLUSION

Learn more >

https://www.mouser.com/new/xilinx/xilinx-zynq-ultrascale-zcu102-eval-kit/
https://www.mouser.com/video/?videoId=6205741024001
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RADAR Reimagined Using the RFSoC
Since its invention in the years immediately before World 

War II, RADAR (short for RAdio Detection And Ranging) 

has played a significant role in several applications. RADAR 

has been used within the defense arena for navigation, 

target detection, classification and tracking, missile 

guidance, and, thanks to synthetic aperture RADAR,  

even imaging.

Outside of its military applications, RADAR has been 

used to provide safe navigation for air and sea traffic 

and monitor weather patterns for early warnings of 

approaching storms, typhoons, and hurricanes. Along 

with the jet engine, RADAR technology is one of the key 

technologies that has shrunk the world and enabled mass 

commercial air travel. 

RADAR is increasingly being deployed in automotive 

solutions, where it helps vehicle manufacturers achieve 

operation at the higher SAE levels of autonomy. Modern 

automotive RADAR is often referred to as 4D RADAR 

because it provides a large field of view, fine spatial 

resolution, and long-range performance. These capabilities 

enable RADAR to support autonomous operations such as 

traffic jam assist, highway driving, and self-parking.

Regardless of the application, domain defense, civil, 

or automotive RADAR solution developers face several 

common challenges. These challenges relate to increased 

performance demands and Size, Weight, Power, and Cost 

(SWaP-C) reduction demands.

Being able to implement smaller, more compact RADAR 
modules supports the development of phased array 
RADAR. Smaller modules enable the sub-elements of the 
phased array to be spaced at  /2 to prevent interference. 

Addressing the Challenge

A traditional approach to these SWaP-C and performance 
challenges has been the tighter integration of the high-
performance analog-to-digital (ADC) and digital-to-analog 
(DAC) converters with a field-programmable gate array 
(FPGA) and processor. Such a discrete approach brings its 
implementation challenges, however. 

The discrete ADC/DAC and selected digital processing 
require increased board space because of the components 
themselves and the additional supporting components. 
The analog front end supports the ADC and DAC.

Such an approach also needs to accommodate the 
JESD204B routing, which connects the ADC/DAC converters 
with the digital processing, further increasing the required 
board area. Design risk also increases with a discrete approach 
because the multi-gigabit per-second data rate of the 
JESD204B serial links performance depends significantly on 
the signal integrity of the routing, PCB material, and stack up.

The discrete solution requires increased power dissipation in 
addition to the increased size of the board. One significant 
driver of the increased power dissipation comes from the 
transceivers needed to drive signals off the chip to connect 
downstream processing elements.  
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The Xilinx Radio Frequency System-on-Chip (RFSoC), with 
its monolithic integration of multi-gigasample ADC/DACs, 
processing system, and programmable logic, enables 
system developers to address the SWaP-C challenges 
and achieve the performance demands. This monolithic 
integration creates a tightly integrated solution that enables 
a significantly reduced footprint and power dissipation, 
typically in the range of 50 percent to 75 percent. 

The integration of ADCs and DACs is not sufficient to 
address the challenges presented by many RADAR 
systems on its own. To fully address these, we must also 
integrate additional analog front end and clock distribution 
networks. To support this, the RFSoC also contains 
mixers, numerically controlled oscillators, and can correct 
gain and phase, along with supporting signals in either real 
or in-phase and quadrature formats. Such an approach, 
coupled with the RFSoC digital up and down converters 
subsystems, enables the RFSoC to use a direct sampling 
approach to minimize the required number of external 
components. This ability to support direct sampling 
allows one RFSoC solution to be configured for a range of 
different frequencies and signal bandwidths as needed by 
application or regulatory constraints. Such an approach 
also reduces temperature, tolerance, and aging effects on 
sensitive analog components. 

Of course, it is not just the ability to generate and sample 
RF signals using the RF-ADC and RF-DAC that enables the 
correct implementation of a RADAR system. The system 
also needs to communicate with other system elements to 
either configure the RADAR or report RADAR tracks.

To aid in this process, the RFSoC contains a processing 
system (PS) consisting of a quad-core Arm® Cortex®-A53 
64-bit Application Processing Unit and a dual-core Arm® 
Cortex®-R5 32-bit Real-time Processing Unit. This enables 
both real-time control and safety applications, along with 
high-performance applications, to be implemented within 
the RFSoC PS.

Developing an RFSoC Solution  

The development of the RFSoC uses the Vivado IP 
Integrator flow to configure the RF elements as required. 
The signal processing algorithm can then be developed 
using traditional signal processing methods such as 
IP blocks created using High-Level Synthesis (HLS) 
or existing library IP components. In this approach, 
the software for the processing system is developed 
separately using Vitis and PetaLinux.

Within Vivado IP Integrator, we can use the programmable 
logic to implement RADAR elements such as the chirp 
generation or beamforming and a resulting signal 
processing pipeline, including 2D-FFT, constant false alarm 
RADAR (CFAR), and location extraction. Programmable 
logic enables a parallel implementation of the algorithm 
resulting in the implementation offering a low-latency 
response and increased determinism.  

Supporting the low-latency solution is the availability of 
configurable logic blocks within the programmable logic 
and dedicated digital signal processor (DSP) elements, 
and diverse memory storage arrangements from 
distributed RAM to Block RAM and UltraRAM.

The RFSoC family of devices provides between 3,145 
and 4,272 dedicated 48-bit DSP elements, distributed 
within the programmable logic region. These DSP 
elements are designed to support implementations of 
Fast Fourier Transform (FFTs), systolic and multi-rate finite 
impulse response FIR filters, Cascaded Integrator-Comb 
(CIC) filters, and both real and complex multipliers and 
accumulators. If a 48-bit resolution is not required, the 
designer can leverage the single instruction, multiple data 
(SMID) operation mode and perform dual 24-bit operations 
or quad 12-bit operations. 

Figure 1: Traditional vs. RFSoCs tightly integrated approach. (Source: Xilinx) 



RADAR plays an increasingly significant part 

in many applications, which are often mobile 

and have strict SWaP-C, performance, and 

upgradability requirements. The RFSoC provides 

an integrated monolithic device that addresses 

the SWaP-C demands and offers significant 

performance and the ability to implement future 

system requirements as standards evolve. 
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Local storage of data enables higher system performance 
to support these Block RAM and UltraRAM elements 
within the programmable logic. Block RAM is ideal for 
storing data, such as buffers, memories, and FIFOs, 
between algorithmic states. UltraRAM is designed to 
replace external memories when larger quantities of 
data need to be stored. UltraRAM blocks are larger 
than Block RAM at 4K by 72 bits, providing 288Kb per 
block, compared to 36Kb for Block RAM. Architecturally, 
UltraRAM blocks can be cascaded to create large internal 
memories used to store data captured from the ADC 
or output on the DAC. Within the RFSoC device range, 
UltraRAM capacities vary between 13.5Mb and 22.5Mb, 
depending on the device.

Crucially, this integration of significant RF front-end elements 
into the SoC does not remove the need for RF designers 
from the design flow. Instead, the RFSoC brings the RF 
designer into the heart of the system design, enabling 

them to specify the desired RF behavior and take an active 
part in the design. This allows quick capturing of their 
RF knowledge and a complete subsystem’s handoff for 
integration to the broader design team. Of course, the RF 
engineer also supports the wider design team in addressing 
the RF challenges as they arise in integration and playing a 
more active part in creating the integrated solution.

Xilinx PRODUCT SPOTLIGHT

RFSOC GEN 3 RF DATA 
CONVERTER 5G NR 
PERFORMANCE

s

CONCLUSION
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Understanding the Magic Inside the RFSoC
The modern world might appear to be digital. However, it 
is analog, especially when it comes to the communication 
and RADAR technologies that enable our increasingly 
interconnected and automated world. 

As communication systems move to fifth-generation 
network capabilities, these communication systems face 
increasing demands for high-speed, low-latency networks 
to support mobile connectivity. These demands are driven 
by changing usages such as video streaming and the 
Internet of Things (IoT) and the fourth industrial revolution, 
which supports the Industrial Internet of Things (IIOT). 
The solution must also adapt to the different geographical 
constraints on frequency bands and regulatory 
environments.

Similarly, RADAR technologies must provide higher 
resolutions in smaller, more power-efficient, tightly integrated 
solutions as this technology is deployed across more 
applications such as automotive RADAR and guided robotics.

The Xilinx Radio Frequency System-on-Chip (RFSoC), 
with the multi-giga sample analog-to-digital (ADC) and 
digital-to-analog (DAC) converters, enables developers 
to create tightly integrated RF solutions for leading-edge 
communication and RADAR applications. Of course, it 
is not just the RF-ADC and RF-DAC within the RFSoC, 
making it so suitable for these high-performance designs. 

The RFSoC also includes a processing system that 

combines quad-core Arm® Cortex®-A53 64-bit processors 
with real-time Arm® Cortex®-R5 32-bit processors and 
modern programmable logic. This programmable logic 
and processing systems enable the implementation of 
communications and RADAR algorithms. 

But how does the RFSoC combine the high-performance 
digital and analog circuits? Let us take a deep dive look at 
several of the crucial elements of the RFSoC. 

Mixing Analog and Digital

The Xilinx RFSoC is implemented using 16nm 
Complementary Metal Oxide Semiconductor (CMOS) fin 
field-effect transistor (FinFET) technology. This is usually 
associated with high-performance digital solutions and 
not high-performance converters. However, using digital 
calibration and equalization techniques, it is possible 
to implement both high-speed ADCs and DACs and 
high-performance digital systems on the same CMOS 
technology. 

For ADC conversion, the RFSoC uses an interleaved 
pipelined successive approximation register (SAR) 
converter architecture. This uses several parallel sub-RF 
ADC blocks, which are interleaved to provide the sampling 
bandwidth required. 

Each ADC and DAC contain more functionality than 
just the base ADC or DAC convertor. In addition to the 
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convertor, each ADC has thresholding, quadrature modular 
correction (QMC), digital down converter (DDC), mixer, a 
numerically controlled oscillator (NCO), and decimation 
features. To transmit signals from the programmable logic 
using the RF-DAC, both digital and analog elements exist 
in the RF-DAC. However, the first stage in the transmission 
process is digital processing, which provides interpolation, 
mixer with NCO, quadrature modulation correction, and 
delays and output filters. The analog stage takes the digital 
output vector and converts it to an analog representation. 

Including diverse additional hard macro digital capabilities 
enables a more flexible, high-performance RF section 
versus implementing equivalent functions within the 
programmable logic.

Within the RFSoC, the ADC and DAC are arranged in 
tiles. Each tile consists of several converters along with 
a phase-locked loop (PLL). In development, all tiles are 
configured using the RF Data Convertor IP blocks within 
the programmable logic.  

RF-ADC 

Two different ADC tiles, either a dual or quad tile, are 
within the RFSoC families. Notably, the type of tile does 
not define the number of convertors but instead, the 
configuration. Along with the RF-ADC convertor, each 
tile contains a PLL and clock network common to all 
convertors on a tile. 

A quad tile contains four RF-ADCs arranged as two pairs. 
Each of the converters can be configured for real input 
signals or as a pair for in-phase and quadrature (I/Q) 
signals. 

Although a dual tile contains two RF-ADCs, it can be 
arranged individually for real input signals or as a pair for 
I/Q signals. 

Every RF-ADC has its own differential analog input 
buffer capable of receiving full-scale signals of 1V peak 
to peak. Internally the differential input presents a 100Ω 
termination. The RF-ADC input is capable of being AC or 
DC, coupled if an active input is used. When the RF-ADC 
is AC coupled, the common-mode voltage does not have 
to be set. However, when the RF-ADC is DC coupled, 
each tile provides two VCM output voltages to assist the 
downstream active electronics in aligning the common-
mode voltage.

Should any signals exceed the input’s full-scale range, 
each RF-ADC has built-in detection and protection for 
over range and over-voltage conditions. Over-range 
conditions are indicated by saturation, and a sticky over-
range flag is raised. If an over-voltage event occurs, it is 
automatically shut down to protect the input buffer, and 
an over-voltage indication is generated to alert the user 
(Figure 1).

Figure 1:  RF ADC Input Range and Error Flags. (Source: Xilinx) 
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RF-DAC

Unlike the ADC, the DAC has only one title type. This 
contains quad RF-DACs, and a phase-locked loop to 
provide a common clock to all converters within the tile. 
Like the ADC tile, the RF-DACs can be configured for a 
real output individually or paired to provide an I/Q output 
capability.

Another difference with the RF-ADC tile is the RF-DAC 
analog outputs. Unlike the RF-ADC inputs, which are 
voltage-driven, the RF-DAC outputs are differential current 
buffers. This differential output can also be AC coupled 
using capacitors or DC coupled. The output current is 
configurable to be either 20mA or 32mA. The termination 
voltage supplied will change depending upon the current 
required.

Clocking & Synchronization

One of the more complex issues in RF signal processing is 
the distribution of the clocking network.  Each tile provides 
a differential clock input within the RFSoC. This clock can 
be used to clock the RF-ADC or RF-DAC directly, or it 
can be connected straight to the tile PLL to generate the 
required sampling frequency. 

To assist with synchronization, each RFSoC also provides 
an SYSREF pin pair. This can be used to enable multiple 
tiles and multiple device synchronizations if required. The 
synchronization between tile and devices uses a simplified 
version of JESD204B SYSREF, which is popular to 
synchronize discrete devices. 

Multi-Nyquist Operation 

Data converters used in the RFSoC ADC and DAC tiles 
are designed to operate across both the first and second 
Nyquist zones. The first Nyquist zone is where signals 

Xilinx Zynq® UltraScale+™ MPSoC 
ZCU104 Evaluation Kit

Xilinx Zynq® UltraScale+™ MPSoC 
ZCU106 Evaluation Kit

Learn more >

Learn more >

fall between 0 and Fs/2, while the second Nyquist zone 
falls between Fs/2 and Fs. By careful selection of the 
numerically controlled oscillator, it is possible to down-
convert from higher Nyquist zones provided the full 
bandwidth is supported.

When working with the RF-DAC, it is also possible to use the 
NCO to provide up-conversion and work across the first and 
second Nyquist zones. To support this, the RF-DAC enables 
the use of a mix-mode output to increase the power available. 

Learn more >

Learn more >

https://www.mouser.com/video/?videoId=6043349842001
https://www.mouser.com/new/xilinx/xilinx-zynq-ultrascale-zcu104-eval-kit/
https://www.mouser.com/new/xilinx/xilinx-zynq-ultrascale-zcu106-eval-kit/
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To ensure the correct operation in the desired Nyquist 
zone, one needs to configure the application’s correct 
operating zone.

Software Control 

All the capabilities provided by the RFSoC RF-ADC 
and RF-DAC tiles are highly configurable, with most 
parameters being configurable at run time using software 
control. To ensure the development team doesn’t have to 
write everything from scratch, Xilinx provides a software 
application programming interface (API) for both bare-
metal development and PetaLinux developments. Thanks 
to the Xilinx LibMetal layer, the same API is used in bare 
metal and PetaLinux operating systems. The API is split 
into several different segments:

1. Xrfdc–This API contains the main user interface 

2.  Xrdfc_mts–This API contains all the multi-tile 
synchronization functions

3.  Xrdfc_mixer–This API contains all the mixer control 
and configuration functions 

4.  Xrdfc_Clock–This API contains all the clock 
controls and configuration functions 

5. Xrdfc_MB–This API contains all the multi-band 
control and configuration functions 

6.  Xrdfc_hw–This contains the hardware  
register map and masks 

7.  Xrdfc_Intr–This provides the interrupt  
handling for the RF Data Converter

These APIs enable software developers to control and 
configure the RF Data Converter at run time. 

Xilinx Zynq® UltraScale+ MPSoCs 
Multiprocessors

Learn more >

Modern communications and wireless technologies 
require higher performance and tighter integration. 
The RFSoC enables system developers to address 
these challenges using monolithic 16nm FinFET 
CMOS technology because of digital calibration and 
equalization techniques. This allows the complex 
RF-ADC and RF-DAC to work across Nyquist zones, 
sampling signals at Giga Samples Per Second 
rates. Hard macro implementations of up and down 
converters, numerically controlled oscillators, and 
mixers are integrated with the RF-ADC and RF-DAC. 
The architecture of the RFSoC has been designed so 
that it is capable of synchronization between multiple 
tiles or even devices.

This ability to synchronize is important for 
beamforming applications as deployed in 5G 
communications and RADAR. It is also essential to 
control the RF data converters using software APIs 
that provide all of the necessary software functions to 
help us work with the RF Data Converter, its clocks, 
and even multi-tile synchronization. 

Combined with the processing system and 
programmable logic available within the RFSoC, these 
unique capabilities ensure its ability to meet modern 
communication and RADAR systems’ demands.

CONCLUSION

Learn more >

https://www.mouser.com/new/xilinx/xilinx-zynq-ultrascale-mpsocs/
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Developing Solutions for the RFSoC
Radio Frequency System-on-Chip (RFSoC) is a complex 
heterogeneous mixed-signal system on a chip. However, 
developing solutions for the RFSoC does not have 
to be complicated, thanks to the large ecosystem of 
development tools supporting it.

Xilinx provides an extensive development ecosystem to 
support RFSoC developers, including development tools, 
intellectual property, development boards, evaluation tools, 
and system planning tools that enable solution creation 
and device characterization. 

Developing RFSoC Solutions

All RFSoC developments require creating a hardware 
configuration that defines the processing system’s settings 
and, of course, the programmable logic design. To support 
the creation of the RFSoC and programmable logic design, 
Xilinx provides a range of intellectual property (IP) blocks 
that implement the design’s critical features. These IP 
blocks enable the configuration of the processing system, 
Soft-Decision Forward Error Correction (SD-FEC), and RF 
data converters. To ease the programmable logic design 
development, Vivado’s IP integrator provides a graphical 
way to design the programmable logic solution and an 
automated connection and IP block configuration that 
considers the target board. 

Vivado supports the development using traditional 
hardware description languages (HDL) and high-level 

languages to develop custom modules for processing 
or generating RF data. Development of custom modules 
using higher-level approaches can take several methods. 
Vivado HLS, for example, allows developers to use C/
C++ to capture the desired behavior. Additionally, the Xilinx 
System Generator can be leveraged, enabling MATLAB-
based (matrix laboratory) designs to be implemented within 
the programmable logic. 

RFSoC designs and IP are highly software configurable. 
To help developers create embedded adaptable software 
solutions, Xilinx provides both bare-metal and embedded 
Linux drivers to configure the SD-FEC and RF data 
converters. Xilinx also provides a rapid prototyping 
environment called PYNQ, enabling developers to use 
Python and Jupyter Notebooks to control and configure 
the RF data convertor. Such a framework allows 
developers to rapidly develop prototype systems and 
algorithms before determining the algorithm’s elements, 
which can be accelerated in the programmable logic. 

Implementing RFSoC Hardware 
Solutions 

Of course, target hardware must be able to leverage the 
development tools and implement an RFSoC solution. While 
the final target might be a custom RFSoC development, 
Xilinx provides several development boards that span the 
different RFSoC generations. 
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Here are some examples. 

ZCU111–Enables prototyping of ZCU28DR Gen 1-based 
solutions

ZCU1285–Enables prototyping of ZCU39DR Gen 2-based 
solutions

ZCU208–Enables prototyping of ZCU48DR Gen 3-based 
solutions

Development boards enable the engineering team 
to begin prototyping developments earlier in the 
development cycle, thus freeing them from custom 
hardware development wait times. Earlier in the program, 
leveraging development boards allows the identified 
technical risks to be retired earlier. Should any technical 
risks mature and the planned technical solution not be 
viable, the use of a development board enables mitigating 
actions to be taken. 

With technical risks retired and the required performance 
demonstrated on the development board, the custom 
hardware development is significantly de-risked. While 
the RFSoC provides an integrated technical solution, 
developing a custom solution presents several technical 
challenges when working with this complex device. These 
challenges can include DDR implementation, clocking 
distribution, power architecture, and RF input and output.  

One increasingly popular solution deployed on custom 
modules is the use of System on Modules (SoM). SoMs 
provide plug-in selected RFSoC device and the necessary 
supporting infrastructure, including power management, 
high-performance memories, and signal conditioning. 
The SoM module then breaks out most of its available 
IO so that when the SoM is plugged into its carrier card, 
the interfaces required for the complete application can 
be implemented. One example of an RFSoC SoM is the 
Trenz TE0835 that provides the user with the ability to 
implement a range of RFSoC Gen 1 or Gen 3 devices 
on the SoM. Using an SoM in such a manner enables 
system developers to focus on the added value of the 
project while decreasing the overall technical risk. 

Finally, to help developers understand the capabilities 
of the RFSoC, Xilinx provides an RF analyzer that can 
be implemented on RFSoC development boards and 
custom developments. This provides the developers with 
a graphical user interface (GUI), which enables the analog 
to digital converter (ADC) and digital to analog converter 
(DAC) configuration and generation and visualization of 
the resultant waveforms. 

Xilinx Vivado® Design Suite - HLx Editions

Xilinx SmartLynq Data Cable

Learn more >

Learn more >

Creating solutions for the RFSoC is assisted by 

a comprehensive ecosystem that supports the 

development of custom RF solutions and de-risking 

developments early within a program. This ecosystem 

ranges from development IP in Vivado to system-level 

design tools such as MATLAB for the generation of 

higher-level solutions.

Combined with the processing system and 

programmable logic available within the RFSoC, these 

unique capabilities ensure its ability to meet modern 

communication and RADAR systems’ demands.

CONCLUSION

Learn more >

https://www.mouser.com/new/xilinx/xilinx-vivado-design-suite-hlx/
https://www.mouser.com/new/xilinx/xilinx-smartlynq-data-cable/
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Accelerating RFSoC Solutions with Vitis

Learn how the Xilinx Zynq UltraScale+ 
RFSoC solution, combined with the OpenCL 
capabilities of Vitis, accelerates algorithms 
from the processing system into the 
programmable logic. 

The Zynq UltraScale+ RFSoC family of devices from Xilinx is a truly 
groundbreaking class of devices that fuse radio-frequency (RF) 
data converters with a high-performance processing system and 
programmable logic within a single device. Notably, the RF data 
converter includes an analog-to-digital converter (ADC) and a digital-
to-analog converter (DAC) and all the elements required to generate 
and process radio frequency signals. The RF data converter provides 
digital up and down converters, mixers, and numerically controlled 
oscillators. The radio frequency system on chip (RFSoC) also has soft-
decision, low-density parity-check forward-error correcting blocks that 
support the latest forward error correction (FEC) coding scheme to 
help maximize channel capacity. 

This single silicon solution offers several advantages to the system 
developer, including a tightly integrated solution that significantly 
reduces the circuit board’s size and complexity and reduces overall 
power dissipation. The Zynq UltraScale+ RFSoC also provides the 
developer with a direct sampling solution. Direct sampling becomes 
enabled because of the ADC and DAC used within the RF data 
converter. These provide a high sampling frequency (10GSPS in Gen3 
devices) and a wide analog input bandwidth (6GHz in Gen3 devices). 
Using a direct sampling approach removes the need for analog front 
ends, which provide up or down conversion. This offers significant 
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system-level advantages as these analog front ends 

are not programmable or readily adaptable to support 

licensing or geographic restrictions, which often require the 

use of different frequency bands.

The Zynq UltraScale+ RFSoC also contains a 64-bit quad-

core Arm® Cortex®-A53 Application Processing Unit and a 

32-bit dual-core Arm Cortex-R5 Real-time Processing Unit 

(Figure 1).

Real-time control and safety applications, and high-

performance applications, can be implemented within 

the Zynq UltraScale+ RFSoC processing system (PS). 

To support interfacing, the Zynq UltraScale+ RFSoC 

PS also provides support for multiple industry-standard 

interfaces, such as GigE, SATA, USB3, PCIe, CAN, I2C, 

SPI, and more. At the same time, the programmable logic, 

combined with the GTY Serializer/Deserializer (SERDES), 

provides the ability to support all Common Public Radio 
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Interface (CPRI) line rates and up to 100GE. 

Development of RFSoC solutions will strive to leverage 
the programmable logic to benefit from the throughput, 
determinism, and responsivity provided by its parallel 
structure. Of course, solutions implemented using a 
Zynq UltraScale+ RFSoC will be complex. Software-
defined radios, RADAR, and test equipment are excellent 
examples. Developing and implementing these algorithms 
purely at the register-transfer level (RTL) can be very time 
consuming and impact the time to market. 

One method that enables an optimal time to market while 
still allowing the developer to leverage the parallel nature 
of programmable logic is to use the Vitis unified software 
platform from Xilinx. Vitis enables users to accelerate 
algorithms from the processing system into the programmable 
logic. This acceleration is made possible because of high-
level synthesis and OpenCL when working with Xilinx 
heterogeneous system-on-chip devices or acceleration cards.

Figure 1: The Zynq UltraScale+ RFSoC Block Diagram outlines the solution structure. (Source Xilinx)

https://www.mouser.com/video/?videoId=6043352157001


Figure 2: The diagram shows how the Open CL structure enables a host program to use a standard 
compiler while the kernel uses a vendor-specific compiler. (Source: Xilinx)
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Accelerating with Vitis and OpenCL 

Vitis enables users to leverage the OpenCL framework to 
implement acceleration kernels within the programmable 
logic. These acceleration kernels have been defined using 
a higher-level language than a traditional RTL.

OpenCL is an industry-standard framework that supports 
parallel computing on heterogeneous systems. One of 
the core principles behind OpenCL is to enable cross-
platform functionality without the need for code changes. 
This allows the same code to be portable across CPUs, 
GPUs, FPGAs, DSPs, etc., with the performance scaling 
depending upon the platform’s capabilities.

OpenCL uses a host and kernel model (Figure 2). Each 
system will have one host, typically x86-based, and several 
kernels that provide the acceleration and are usually 
GPU-, DSP-, or FPGA-based. The host application is 
often developed in C/C++ and uses OpenCL APIs to 
support the OpenCL flow. These OpenCL APIs allow the 
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host to manage the entire application lifecycle of loading, 
configuring, and executing kernels. While supporting 
cross-platform portability, the kernel is developed 
using the OpenCL C language, based upon C but has 
limitations to support cross-platform portability.  

This model allows the host program to be compiled using 
a standard compiler such as GCC or G++, while the 
kernel compiler is vendor-specific. 

When working with Xilinx heterogeneous SoC devices, 
the Arm Application Processing Unit is the host, while the 
programmable logic instantiates kernels. Vitis provides the 
developer with everything required to generate, debug, 
and analyze both the host and kernel elements when 
targeting Xilinx heterogeneous SoC or acceleration cards.

Vitis Platform 

To be able to leverage the Vitis OpenCL capabilities, a 
base platform is required. This base platform defines both 

https://www.mouser.com/video/?videoId=6043354707001
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hardware and software configuration of the underlying 
hardware. The hardware platform is created using the 
Vivado Design Suite, makes available clocks, Advanced 
eXtensible Interface processing system/programmable 
logic (AXI PS/PL) interfaces, and interrupts the Vitis 
compiler. Using these interfaces, the Vitis compiler can 
connect the acceleration kernels into the processing 
system memory map. This allows for efficient data transfer 
using Direct Memory Access (DMA) and control of the 
kernels. The platform’s software element is provided by 
PetaLinux and provides an embedded Linux operating 
system that supports the Xilinx Run Time (XRT) (Figure 3).

Of course, the base platform developed in Vivado can also 
contain design elements and the hooks available to Vitis. In 
the case of the Zynq UltraScale+ RFSoC, the base design 
can include the necessary infrastructure to connect the 
RF Data Converters to external interfaces using the GTY 

transceivers or transferring data to and from the processor 

memory space.

Vitis Acceleration

Once the acceleration platform is available, developers 

can begin to develop their solution using Vitis. Using 

Vitis, they can implement control and configuration of the 

RF data converters and additional internet protocol (IP). 

The developers can then also implement the desired RF 

data-processing algorithm using C/C++ and OpenCL C to 

accelerate through bottlenecks and improve overall system 

performance. 

To aid with the development of the algorithm, Vitis 

provides several open-source acceleration-ready libraries 

(Figure 4). These libraries include support for math, linear 

algebra, DSP, data compression, and, of course, AI. 

Figure 3: The Zynq UltraScale+ RFSoC Block Diagram outlines the solution structure. (Source Xilinx)

Figure 4: The Vitis Development Environment provides open-source acceleration-ready libraries 
to aid in designing solutions. (Source: Author)
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Figure 5: Vitis Application Development Flow optimizes the algorithm using SW and HW emulation in 
the programmable logic before creating the final boot image. (Source: Author)

Figure 6: Vitis Analyzer Platform View helps developers identify the potential areas for optimizing  
the kernel code. (Source: Author)

The RFSoC, combined with Vitis’ OpenCL 

capabilities, provides the developer with a 

groundbreaking, tightly coupled solution. This 

solution can provide the most responsive and 

deterministic solution by leveraging high-level 

languages, libraries, and frameworks. This 

development methodology enables a higher level, 

system-driven approach to solution implementation, 

which results in a reduced time to market.

CONCLUSION

Once the software algorithms are implemented, the 
developer can use the software and hardware emulation 
flows provided by Vitis to optimize the algorithm for 
implementation in the programmable logic before 
generating the final boot image (Figure 5).

To leverage the programmable logic’s parallel nature, the 
developer might want to pipeline or unroll loops, organize 
memory, and AXI interfacing structures in the kernel. 
These optimizations are implemented using pragmas 
within the source code. Identifying the potential areas for 
optimizing the kernel code can be performed using the 
Vitis Analyzer and Vitis HLS analysis view (Figure 6).

Once the optimization has been completed, the developer 
can build the final boot files and deploy the system for the 
next stage of testing and verification. 
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Understanding Key Parameters  
for RF Data Converters 
Analog data converters based on vacuum-tube 

technology were developed during World War II for 

message encryption systems. Since those early days, the 

industry has defined and adopted key parameters such 

as SNR, SFDR, and ENOB to quantify data converters’ 

performance. These historical parameters were developed 

for conventional architectures that use mixers and filters  

for channel selection and conventional Nyquist-rate  

(low-frequency sampling) data converters.

•  Spurious-free dynamic range (SFDR) is commonly 

used to measure the usable dynamic range of a data 

converter before the spurious component interferes 

with or distorts the fundamental signal.

•  Signal-to-noise ratio (SNR) is the parameter typically 

used to quantify the noise in data converters, which 

is the ratio of the input signal’s power to the noise’s 

power and is commonly expressed in dB.

•  The effective number of bits (ENOB) is a parameter 

adopted to characterize the quality of a data 

converter’s conversion (in bits) concerning the input 

signal over the Nyquist bandwidth.

SFDR, SNR, and ENOB are all metrics derived from the 

data converter’s full Nyquist bandwidth for a single-tone 

sinusoidal wave input. The listed applications are examples 

of SDR implementations with usable bandwidth, narrower 

than the entire Nyquist bandwidth.

• 4G Long Term Evolution (LTE) multi-carrier

• 5G massive MIMO (sub-6GHz)

• Microwave backhaul

• Phased-array RADAR

Direct RF Sampling Differences

Recently, many new RF sampling data converters have 
been developed for implementation in Software-Defined 
Radio (SDR) applications. However, the parameters 
adopted for conventional data converters cannot fully 
characterize RF sampling converters. A new set of 
parameters is required to define RF sampling data 
converters’ dynamic performance, especially for direct RF-
sampling applications.

• Noise Spectral Density (NSD)

• Third-order Intermodulation Ratio (IM3)

• Adjacent-Channel Leakage Ratio (ACLR)

The Xilinx Zynq UltraScale+ Radio Frequency System-
on-Chip (RFSoC) integrates UltraScale architecture 
programmable logic (PL), soft-decision FECs, and 
multichannel RF-ADCs and RF-DACs. In these RF-ADCs 
(12-bit) and RF-DACs (14-bit), the NSD, IM3, and ACLR 
metrics compare favorably with the same-resolution bit 
data converters offered by top-tier analog integrated 
circuit vendors. However, Xilinx’s Zynq UltraScale+ RFSoC 
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reduces power consumption, has greater programmability, 
and higher integration levels. Thus, the Xilinx Zynq 
UltraScale+ RFSoC enables the system designer to create 
highly flexible SDR applications while simultaneously 
addressing many of the challenges associated with 
competitive direct RF-sampling solutions.

Noise Spectral Density 

SNR and ENOB metrics consider a data converter’s 
entire Nyquist bandwidth. However, this is not relevant to 
today’s RF-sampling data converters, especially for SDR 
applications. In real applications, tight bandpass filters 
around the band of interest are often employed. Many 
RF-sampling analog digital converters (ADCs) include 
decimation features to extract only the signal bandwidth 
of interest. Both aspects always eliminate all the noise 
outside of those bands.  NSD is a more appropriate 
metric to quantify the RF-sampling data converter’s ability 
because NSD provides the amount of noise energy in 1Hz 

bandwidth for a data converter  (Figure 1).

Third-Order Intermodulation Distortion (IM3)

Any complex signal contains components at several 

frequencies simultaneously. Nonlinearity in the converter’s 

transfer function not only distorts a pure tone, but also 

causes two or more signal frequencies to interact and 

produce intermodulation products. When this happens, 

the result is called intermodulation distortion, or IM3.

IM3 can lead to severe issues in RF communication 

systems that create additional frequency components 

(called spectral regrowth) in bands adjacent to the 

modulated signals. In a receive path, spectral regrowth 

can cause out-of-band signals to interfere with the signal 

of interest. On the other hand, in a transit path, bad IM3 

can affect adjacent channels, which then cannot pass the 

frequency mask of the wireless protocol (Figure 2).

Figure 1: Noise Spectral Density. (Source: Xilinx)

Figure 2: Third-Order Intermodulation Distortion. (Source: Xilinx)
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Adjacent Channel Leakage Ratio 

As wireless demand has been increasing dramatically, 
the allocated frequency spectrum is getting crowded. 
The wireless infrastructure requires much more significant 
data capacity and bandwidth to deliver IP services to 
more subscribers and mobile devices. While transmitting 
signals through an over-air interface, the power leaks 
from a transmitted signal into adjacent channels can 
interfere with the transmission in the adjacent channels 
and impair overall radio system performance. ACLR 
is a key standards-compliant spectrum measurement 
designed for wireless radio systems such as 3GPP 5G, 
LTE, and W-CDMA. It characterizes the ratio of modulated 
signal power versus power emitted or leaked into the 
communication system’s adjacent channels. The ability to 
vary channel bandwidths and adjacent channel spacing 
is required within the context of various communication 
protocols (Figure 3).

Figure 3: Adjacent Channel Leakage Ratio. (Source: Xilinx)
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SNR and ENOB are standard parameters used to 
characterize and evaluate data converters when set 
up with a sinusoidal input over full Nyquist bandwidth. 
However, these and other legacy metrics are deprecated 
for direct-sampling applications. The RF data converters 
employed in such designs are not required to operate 
over the full Nyquist bandwidth. Instead, the NSD, IM3, 
and ACLR parameters are more relevant to evaluating 
devices used in direct-sampling designs.

Xilinx’s Zynq UltraScale+ RFSoC family of devices, 
featuring integrated multichannel direct-sampling  
RF-ADCs, is available to fulfill the most demanding 
RF processing requirements, including the 
implementation of a complete software-defined  
radio (SDR) on a single device.

CONCLUSION

https://www.mouser.com/video/?videoId=6159693556001
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